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Abstract—This study presents a comparative analysis of
Artificial Neural Network (ANN) and Spiking Neural Network
(SNN) models for sleep stage classification and apnea detection
using single-lead electrocardiogram (ECG) signals from the
ISRUC-Sleep dataset. Both models leverage a deep convolu-
tional recurrent (DCR) architecture, with the SNN variant
using spiking neurons in the convolutional layers. Our findings
show that the SNN implementation most often surpasses its
ANN counterpart. Specifically, our models achieved state-of-the-
art performance for binary (Sleep-Wake), three-class (Wake-
NREM-REM), and five-class (Wake-N1-N2-N3-REM) classifi-
cation with the Macro-F1 scores of 0.9451, 0.8161, 0.6843
respectively, surpassing existing methods in all cases. While our
models also demonstrated potential in apnea detection, their
performance was constrained by the severe class imbalance
present in the dataset.

Index Terms—automatic sleep stage classification, sleep apnea
detection, single-lead ECG, spiking neural networks, CNN-RNN,
ISRUC-Sleep

I. INTRODUCTION

Sleep disorders, particularly Obstructive Sleep Apnea
(OSA), pose a significant global health challenge. An esti-
mated 936 million adults worldwide suffer from mild to se-
vere OSA, which, if left untreated, can result in severe health
complications, including cardiovascular, renal, and metabolic
disorders [1]. OSA is characterized by recurrent episodes of
complete or partial upper airway collapse during sleep, called
Obstructive Apnea (OA) and Obstructive Hypopnea (OH), re-
spectively. These apnea events are associated with decreased
oxygen saturation or sleep arousal [2]. Consequently, OSA
leads to fragmented and non-restorative sleep, significantly
impacting overall sleep quality and health.

Based on the Rechtschaffen and Kales standard (R&K)
rules [3], the American Academy of Sleep Medicine (AASM)
categorizes sleep-wake cycles into awake, non-rapid eye
movement (NREM) and rapid eye movement (REM) sleep
stages. NREM sleep is further divided into three stages: N1
(drowsiness/transitional sleep), N2 (light sleep), and N3 (deep
sleep or slow wave sleep).

Accurately classifying sleep stages and detecting apnea
are critical for diagnosing and treating sleep disorders.
Polysomnography (PSG), the gold standard for diagnosing
sleep disorders, presents significant challenges. A standard
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PSG measurement requires complex and expensive measure-
ment units to record up to 16 electrode channels. Subse-
quently, expert clinicians manually classify the collected data,
a process that is both time-consuming and potentially subjec-
tive. In recent years, approaches based solely on electrocar-
diography (ECG) have become promising alternatives, since
they are convenient to perform and rich in breathing informa-
tion. Numerous studies have established a strong correlation
between sleep and respiratory patterns and have also shown
that ECG data offers direct insights into the functioning of
the human respiratory and circulatory systems [4]. ECGs have
demonstrated particular efficacy in reflecting sleep stages and
apnea events among single-lead signals. Specifically, sleep
apnea has been associated with irregular cardiac activity [5],
and rapid eye movement (REM) sleep has been linked to
distinctive changes in respiratory rates [6].

Such ECG-based tests can be classified using machine
learning instead of human experts. Various types of Artifi-
cial Neural Networks (ANNs) are typically utilized for this
purpose, yielding robust classification accuracies. However,
recent advances in Spiking Neural Networks (SNNs) make
them another viable option. SNNs are a class of neural
networks that attempt to closely mimic behavior in biological
nervous systems, including the excitation of neurons over
time and spike-based communication between neurons [7].
Due to the underlying operating principle of their neurons,
SNNs are particularly useful for time-dependent data as
measured by an ECG. They also have the potential for
significantly higher energy efficiency compared to artificial
neural networks if executed on suitable hardware [8], which
could be beneficial when deploying such ECG classification
in real-world use cases, as they could be integrated directly
into the sensor to perform classification in real-time.

Hence, our work investigates sleep stage and apnea classi-
fication from single-lead ECG using various neural network
architectures, focusing on comparing artificial and spiking
neural networks. Our investigations can potentially facilitate
the development of more accessible, precise, and efficient
sleep monitoring solutions, enabling widespread deployment
in clinical and home environments.

II. RELATED WORK

The field of sleep stage detection has seen significant ad-
vancements, with numerous studies exploring various signal
modalities and machine learning techniques for sleep stage
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and apnea (Table VI) classification. Traditional methods often
utilize PSG data, including electroencephalogram (EEG),
electrooculogram (EOG), and electromyogram (EMG) sig-
nals. In a comprehensive review, Gaiduk et al. [9] analyzed
the current status of automatic sleep stage scoring methods.
The study highlighted that while EEG signals are the most
widely used, a combination of PSG signals is also common.
The two most frequently used signal sets are EEG alone and
EEG+EOG+EMBG. This prevalence of EEG-based approaches
is due to EEG’s key role in sleep stage detection and the
crucial information it provides. Besides these three signal
types, ECG is used significantly more often than the remain-
ing signals in sleep research [9].

Urtnasan et al. [10] proposed a Deep Convolutional Recur-
rent (DCR) model which obtained 86.4% accuracy for three-
class (Wake-NREM-REM) and 74.2% accuracy for five-
class (Wake-N1-N2-N3-REM) sleep stage classification with
single-lead ECG. Wei et al. [11] utilized a Long Short-
Term Memory Network (LSTM) approach based on single-
lead ECG data, reaching accuracies of 89.84%, 84.07%, and
71.16% for two-class (Sleep-Wake), three-class, and five-
class sleep staging, respectively. Their method also demon-
strated moderate agreement with clinical analysis, with Co-
hen’s kappa values ranging from 0.52 to 0.58. Pini et al. [12]
developed an automated heart rate-based algorithm using
deep learning, which achieved accuracies of 87.97% for
two-class and 80.13% for three-class sleep staging on the
Physionet CinC dataset. Earlier work by Wang et al. [13]
employed decision-tree-based support vector machines (DTB-
SVM) on ECG-derived heart rate variability (HRV) features,
achieving 73.51% accuracy for three-class sleep staging.
Alternative approaches have also been explored. Yiicel-
bas et al. [14] used various feature extraction methods, in-
cluding Singular Value Decomposition (SVD) and Variational
Mode Decomposition (VMD), combined with a Random
Forest classifier. They obtained 87.11% accuracy for three-
class sleep staging in healthy subjects.

Several deep learning approaches have shown promising
performance for obstructive sleep apnea (OSA) detection.
Zhang et al. [15] proposed a Convolutional Neural Net-
work - Long Short-Term Memory (CNN-LSTM) model that
achieved 96.1% accuracy on the Apnea-ECG dataset. Nasi-
foglu and Erogul [16] explored the use of scalogram and
spectrogram representations with various CNN architectures,
reaching up to 82.30% accuracy. Mashrur et al. [17] devel-
oped a scalogram-based CNN (SCNN) that achieved 94.30%
accuracy on the Apnea-ECG dataset. Chang et al. [18]
proposed a 1D CNN model which obtained 87.9% accuracy
for per-minute apnea detection.

Recently, spiking neural networks (SNNs) have gained
attention for their potential in ECG-based sleep analysis.
Tyagi et al. [19] proposed an SNN model for sleep apnea
detection from single-lead ECG, achieving 94.63% accuracy
on the Apnea-ECG database [20]. For sleep stage classifica-
tion using EEG signals, Jia er al. [21] developed a hybrid
spiking neural network (HSNN) reaching 76% accuracy on
the ISRUC-Sleep [22] dataset, demonstrating the potential of
spiking neural networks for sleep analysis tasks.

The literature reveals a trend towards employing advanced
machine learning techniques for sleep stage classification
and apnea detection, particularly deep learning and neural
network architectures. The emerging use of spiking neural
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TABLE I
OVERVIEW OF THE ISRUC-SLEEP [22] DATASET

Subgroup | Subjects | Sessions Subjects Age
I 100 1 Sleep disorders 20-85
1I 8 2 Sleep disorders 26-79
11 10 1 Healthy subjects | 30-58

Mean + SD | Min | Max

OA (events/h) 1.57 + 3.89 0 35.66

OH (events/h) | 4.23 + 5.64 0 37.11

networks also shows promise for improving performance in
these tasks.

III. METHODS

Our methodology outlines the design and implementation
of Spiking Neural Network (SNN) and Artificial Neural
Network (ANN) models. We detail the ISRUC-Sleep dataset,
explain our preprocessing methods, describe the ANN archi-
tecture, and present the SNN approach.

A. Dataset

We use the open-access ISRUC-Sleep dataset to train, test,
and validate our models, allowing comparison with other
research. This dataset includes all-night polysomnography
(PSG) recordings, approximately eight hours long, acquired
non-invasively using the SomnoStar Pro sleep system. The
dataset includes three subgroups: (1) 100 subjects with one
recording each, (2) 8 subjects with two recordings each, and
(3) 10 healthy subjects with one recording each. Two experts
scored PSG recordings visually, utilizing frontal, central,
and occipital electrodes to detect key sleep features such
as K-complexes, spindles, and alpha waves. The agreement
between the scores are characterized by Cohen’s Kappa (x)
indices of 0.87 + 0.09 for Subgroup I, 0.82 + 0.15 for
Subgroup II, and 0.9 + 0.06 for Subgroup III. The annotations
are performed according to the AASM criteria and contain
five sleep stages, OA, and OH labels. It includes single-
channel ECG data recorded at 200 Hz, preprocessed with
a notch filter to remove 50 Hz electrical noise. Table I
summarizes the dataset, detailing the number of subjects,
recording sessions, subject characteristics, and age range, as
well as the apnea statistics.

B. Data Preprocessing

Preprocessing steps were applied uniformly for Spiking
Neural Networks (SNN) and Artificial Neural Networks
(ANN) models. Z-score normalization was applied to reduce
the impact of noise and artifacts in the ECG signals. Data
points with a z-score exceeding a threshold of 5 were iden-
tified as outliers. Linear interpolation replaced these outliers,
ensuring a smooth signal without abrupt deviations. The
interpolated ECG signals were further processed using the
ecg_clean function from the NeuroKit2 library [23]. This step
enhanced the signal quality by removing residual noise and
artifacts. The cleaned ECG signals were standardized to zero
mean and unit variance. The preprocessed data is then split
into train (70%), test (15%), and validation (15%) sets. The
whole data processing pipeline from the original dataset to
the evaluation is presented in Fig. 1.
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Fig. 2. ANN Architecture

C. Artificial Neural Networks

This section describes the traditional ANN architecture im-
plemented for comparison with our SNN model. In our study,
we employed a deep convolutional recurrent (DCR) model to
perform automatic sleep stage classification using a single-
lead ECG signal, building on the work of Urtnasan et al. [10].

We used three convolutional layers in our architecture. The
first convolutional layer employs 60 filters with a kernel size
of 50. This is followed by a batch normalization layer to stan-
dardize the output, a ReLU activation function to introduce
non-linearity, a max-pooling layer with a pool size of 2 to
reduce the dimensionality of the feature maps, and a dropout
layer to prevent overfitting. The second convolutional layer
consists of 30 filters with a kernel size of 30. Similar to the
first convolutional layer, it is followed by batch normalization,
ReLU activation, max-pooling, and dropout layers. The third
convolutional layer contains ten filters with a kernel size of
20, followed by batch normalization, ReLU activation, max-
pooling, and dropout layers.

For the recurrent part of the model, we included two GRU
layers to capture the temporal dependencies of sleep stages.
The first GRU layer is followed by a layer normalization
step to stabilize the training process and a dropout layer.
The second GRU layer is similarly followed by layer nor-
malization and dropout. The specific configuration of hidden
nodes and dropout rates is determined by the hyperparameter
optimization, as detailed in a later section.

Finally, the output layer is a fully connected multilayer
perceptron with a softmax activation function to classify the
input signals into the respective sleep stages.

The ANN architecture can be seen in Fig. 2, where differ-
ent textures represent the convolution, batch normalization,
ReLu, and max-pooling layers.
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Fig. 3. SNN Architecture

D. Spiking Neural Networks

The SNN architecture is kept as close as possible to that
of the ANN, with the most significant differences in the
backbone of the network. Here, the ReLLU activation functions
are replaced by leaky Integrate-and-Fire (LIF) neurons to
introduce spikes to the network. The LIF simulates the
neuron’s membrane potential with a parallel resistor and
capacitor circuit. The potential is raised with every incoming
spike and decays over time. The neuron will only fire once the
threshold is reached. This neuron model is more biologically
plausible than an artificial neuron but less computationally
complex than the Hodgkin-Huxley neuron model [24].

To train the network faster, the data is not input sequen-
tially, but rather 6000 time steps at once. Therefore, we lose
some of the temporal properties of our input. For the LIF
neurons, this means that they do not get a sequence of spikes,
the neuron has no prior potential before the data is passed
through the network, and the output of the LIF is very sparse.
To enhance the spike potential and output more spikes, time
steps were introduced by letting the data run through the
backbone ten times, potentially increasing the memory of
the membranes with every run. The dotted line in Fig. 3
represents this procedure. The membrane potential decay rate
of the LIF is determined by our experimental hyperparameter
optimization performed with Optuna [25]. The threshold of
the membrane is learned during the backpropagation step.

Like the ANN, the backbone starts with a convolutional
layer containing 60 filters with a kernel size of 50 and is
followed by a batch normalization layer, a LIF layer, and
a max-pooling layer with a pool size of 2. The second
convolutional layer has 30 filters and a kernel size of 30.
It is followed by batch normalization, LIF activation, and
max-pooling layers. The final convolution layer has ten filters
with a kernel size of 20, which is again followed by batch
normalization, LIF activation, and max-pooling layers. The
output of the final max-pooling layer is appended to a buffer,
which is summed across the zeroth dimension once the ten
runs are completed to increase the output spikes.

The neck of the network contains two GRU and layer
normalization layers to capture temporal dependencies of
the different sleep stages. Our hyperparameter optimization
determines the hidden layers of the GRUs.

The head of the network consists of a fully connected
layer, followed by a softmax function for the classification.
Depending on the classification task, the fully connected layer
contains either 2, 3, or 5 neurons. The architecture of the
SNN can be seen in Fig. 3, where different textures represent
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Fig. 4. SNN layer activation and full-night binary sleep stage prediction

the convolution, batch normalization, LIF, and max-pooling
layers. Furthermore, to better help visualization, we present
the layer activations of the SNN, as well as the output of the
model for a full-night sleep recording for the binary sleep-
wake classification task (Fig. 4).

IV. EVALUATION
A. Hyperparameter Optimization

In our experiments, we utilized the PyTorch frame-
work [26] to implement our models, with PyTorch Lightning
[27] serving as a higher-level interface to streamline the
training process. By using snnTorch [28] for the LIF layers
in our SNN and PyTorch for our other layers, we were
able to create comparable networks; PyTorch Lightning was
particularly useful in managing the training loop, logging, and
ensuring reproducibility across experiments. We employed
Optuna [25], a hyperparameter optimization framework, to
fine-tune the parameters of both the SNN and ANN models.
For both networks, we optimized the learning rate, the
amount of hidden layers for the GRUs, and the choice of
optimizer. The dropout rate was only optimized in the ANN
implementation. For the SNN, some additional parameters
needed to be optimized. They were the decay rate and
spike gradient for the LIF, the number of repetitions to
enhance the spikes, and the type of operation being performed
after the simulated time steps. We employed early stopping
in the PyTorch Lightning framework to prevent overfitting
and pruning to reduce unnecessary computational effort by
terminating underperforming Optuna trials early.

For the SNN, we only performed the optimization for
the three-class classification problem and used those optimal
parameters for the other classification tasks. Optuna yielded
the best validation loss for the SNN with the following hyper-
parameters: For the LIF, the best spike decay rate was 0.5261
with a spike gradient of 25. We also required ten repetitions
of our backbone, followed by a summation operation. The
GRUs worked best with a hidden size of 23 in the first GRU,
followed by a hidden size of 10 in the second GRU. When
using the Adam optimizer, the loss rate needed to be set to
1.4857e-05. For the ANN, the computational time was much
faster, allowing us to optimize the values for all problems.

979-8-3503-8340-9/24/$31.00 ©2024 IEEE

TABLE 1T
SNN AND ANN PERFORMANCE FOR BINARY SLEEP-WAKE

CLASSIFICATION

SNN ANN
Precision 0.9109 0.9770
Recall 0.9462 0.9153
F1 0.9268 0.9451
AUC 0.9462 0.9745
Accuracy 0.9469 0.9169
K 0.8538 0.7751
+ Cohen’s Kappa

TABLE III

SNN AND ANN CLASSIFICATION PERFORMANCE FOR THREE-CLASS
(WAKE-NREM-REM) SLEEP STAGING

Model | Scores Wake | NREM REM
Precision | 0.7764 | 0.9577 | 0.6105
Recall 0.8915 | 0.8234 | 0.9163
F1-Score 0.8300 | 0.8855 | 0.7327
SNN AUC 0.9385 | 0.9234 | 0.9482
Accuracy 0.8496
K 0.7258
F1V 0.8550
F1M 0.8161
Precision | 0.7507 | 0.9429 | 0.5591
Recall 0.8910 | 0.7891 0.8707
F1 0.8149 | 0.8591 0.6810
ANN AUC 0.9523 | 09140 | 0.9618
Accuracy 0.8213
K 0.6782
F1V 0.8281
F1M 0.7850

 Cohen’s Kappa, WF1 (Weighted), MF1 (Macro)

They are listed in the following order: binary, three-class,
five-class, and apnea classification. The first GRU required
a hidden size of 49, 22, 25, and 36. For the second GRU,
the values were 12, 29, 12, and 36, respectively. The dropout
rate was found to be optimal at 0.1434, 0.3600, 0.1562, and
0.1112, respectively. Optuna found that all models performed
best with the Adam optimizer and required a learning rate of
1.837e-03, 1.037e-03, 9.655e-04, and 3.089e-04, respectively.

B. Results

We present the outcomes of our experiments, which were
conducted using Spiking Neural Networks (SNNs) and Arti-
ficial Neural Networks (ANNs) across four distinct classifi-
cation tasks: binary classification (Table II), three-class clas-
sification (Table III), five-class classification (Table IV), and
obstructive sleep apnea classification (Table V), all using a
single-channel ECG signal. Across all tasks, the performance
of the models is evaluated using a set of standard metrics.
These include precision, recall, F1-Score, the area under the
curve (AUC), accuracy, and Cohen’s Kappa.

V. DISCUSSION

Our ANN and SNN models perform similarly in binary
classification (Table II), with the SNN achieving higher recall
and the ANN better precision. Both models exceed reported
results in the literature (Table VI), with the SNN achieving
the highest accuracy (0.9469 vs. 0.8948) and the ANN the
best Macro-F1 score (0.9451 vs. 0.7940) for Sleep-Wake
classification.

In the three-class task (Table III), the SNN outperforms the
ANN. Our SNN model has competitive accuracy (0.8496 vs.
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0.8711) compared to the state-of-the-art and the best-reported
Macro-F1 in the literature (0.8161 vs. 0.7867).

For five-class classification (Table IV), the SNN outper-
forms the ANN and sets a new state-of-the-art Macro-F1
score (0.6843 vs. 0.6160).

In apnea classification (Table V), the SNN outperforms the
ANN, but lags behind the state-of-the-art (Table VI), with
lower accuracy (0.8955 vs. 0.9900) and Macro-F1 (0.6832
vs. 0.9285). However, direct comparison is difficult due to
differing datasets, with our evaluation performed on full-night
recordings where apnea events are only 5% of the total (4602
vs. 89520).

VI. CONCLUSION AND FUTURE WORK

Our proposed SNN models demonstrate strong perfor-
mance across all classification tasks, most often surpassing
their ANN counterparts. While both architectures achieved
competitive results in binary sleep-wake classification, the
SNN models consistently excelled in multi-class sleep-stage
scenarios. Notably, our models have established new state-
of-the-art Macro-F1 scores for binary (0.9451), three-class
(0.8161), and five-class (0.6843) sleep stage classification.

It is important to argue that Macro-F1 is a more reliable
metric than accuracy for sleep stage classification as it better
handles the inherently uneven class distribution.

Although our apnea classification model performed well, it
did not reach state-of-the-art levels, likely due to the dataset’s
5% prevalence of apnea events.

Future work will focus on several key areas. We plan
to improve the apnea models by training and evaluating
them on specialized datasets. Additionally, we will explore
embedded implementations of Spiking Neural Networks
(SNNs), optimizing them for low power consumption and
real-time processing to show their potential for wearable
devices. Finally, we aim to enhance sleep stage classification
accuracy by incorporating temporal dependencies between
samples, using techniques like auto-regressive models to
leverage information from previous sleep stages.

TABLE IV
SNN AND ANN CLASSIFICATION PERFORMANCE FOR FIVE-CLASS
(WAKE-N1-N2-N3-REM) SLEEP STAGING

TABLE V
PER-SEGMENT ANN AND SNN CLASSIFICATION PERFORMANCE FOR
OBSTRUCTIVE APNEA (OA) AND OBSTRUCTIVE HYPOPNEA (OH)

Model | Scores None OA OH
Precision | 0.9927 | 0.4668 | 0.3505
Recall 0.8981 | 0.8797 | 0.8518
F1 0.9430 | 0.6100 | 0.4966
SNN AUC 0.9349 | 0.9369 | 0.9156
Accuracy 0.8955
K 0.5108
1V 0.9140
F1M 0.6832
Precision | 0.9859 | 0.1626 | 0.1951
Recall 0.8881 | 0.5686 | 0.5768
F1 0.9345 | 0.2529 | 0.2916
ANN AUC 0.9128 | 0.9548 | 0.8920
Accuracy 0.8739
K 0.2805
1wV 0.9049
F1M 0.4930

+ Cohen’s Kappa, " FI (Weighted), MF1 (Macro)

TABLE VI
REVIEW OF ECG-BASED SLEEP STAGE AND APNEA CLASSIFICATION
METHODS

Author Signal Class | Method | Accuracy | FI1M
[11] ECG® 2-class | ANN 0.8948 0.7595
[12] ECG/HR 2-class | ANN 0.8797 0.7940
Our work | ECG® 2 class | SNN 0.9469 0.9268
Our work | ECG® 2 class | ANN 0.9169 0.9451
[12] ECG/HR 3-class | ANN 0.8013 0.7386
[13] ECG/HRV | 3-class | SVM 0.7351 -
[11] ECG® 3-class ANN 0.8407 0.7174
[14] ECG® 3-class | RF 0.8711 -
[10] ECG® 3-class | ANN 0.8640 0.7867
Our work | ECG® 3-class | SNN 0.8496 0.8161
Our work | ECG® 3-class | ANN 0.8213 0.7850
[10] ECG® 5-class | ANN 0.7420 0.6160
[11] ECG® S5-class | ANN 0.7116 0.5766
Our work | ECG® 5-class | SNN 0.6877 0.6843
Our work | ECG® 5-class | ANN 0.6456 0.6272
[18] ECG® SA ANN 0.8790 -
[17] ECG® SA ANN 0.8186 0.6963
[16] ECG SA ANN 0.8230 -
[29] ECG SA ANN 0.8558 0.8467
[15] ECG® SA ANN 0.9610 -
[30] ECG SA ANN 0.9900 -
[19] ECG® SA SNN 0.9463 0.9285
Our work | ECG® SA SNN 0.8955 0.6832
Our work | ECG® SA ANN 0.8739 0.4930

Model | Scores Wake N1 N2 N3 REM
Precision | 0.8839 | 0.4345 | 0.6991 | 0.7645 | 0.6363
Recall 0.7532 | 0.6243 | 0.6212 | 0.6993 | 0.7972
F1 0.8133 | 0.5124 | 0.6578 | 0.7305 | 0.7077

SNN | AUC 0.9395 | 0.8098 | 0.8224 | 0.9015 | 0.9187
Accuracy 0.6877
K 0.6019
F1W 0.6943
F1M 0.6843
Precision | 0.8149 | 0.3881 | 0.7164 | 0.6185 | 0.5800
Recall 0.8319 | 0.4236 | 0.4147 | 0.8424 | 0.7907
F1 0.8233 | 0.4051 | 0.5253 | 0.7133 | 0.6691

ANN | AUC 0.9628 | 0.8125 | 0.8283 | 0.9319 | 0.9486
Accuracy 0.6456
K 0.5852
1V 0.6354
F1M 0.6272

~ Cohen’s Kappa, WE1 (Weighted), ME] (Macro)
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